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Abstract: ORB is the abbreviation of Oriented Fast and Rotated Brief. It can be used to quickly 
create feature vectors for key points in the image. These feature vectors can be used to identify 
objects in the image. The ORB feature is a combination of the FAST feature point detection method 
and the BRIEF feature descriptor, and has been improved and optimized based on their original, 
which greatly reduces the matching time. 

1. Introduction 
ORB (Oriented FAST and Rotated BRIEF) [1] is a fast feature point extraction and description 

algorithm. The ORB algorithm is divided into two parts, namely feature point extraction and feature 
point description. Feature extraction is developed by the FAST (Features from Accelerated Segment 
Test) algorithm [2-3]. The feature point description is improved based on the BRIEF (Binary Robust 
Independent Elementary Features) feature description algorithm. The ORB feature is a combination 
of the FAST feature point detection method and the BRIEF feature descriptor, and is improved and 
optimized based on their original features. The biggest feature of the ORB algorithm is its fast 
calculation speed. This is primarily due to the use of FAST to detect feature points. FAST's detection 
speed is as famous as its name. Once again, the descriptor algorithm is used to calculate the 
descriptor. The descriptor's unique binary string representation not only saves storage space, but also 
greatly shortens the matching time [4]. 

Among them, Fast and Brief are feature detection algorithms and vector creation algorithms, 
respectively. The ORB first looks for special areas in the image, called keypoint [5]. Key points are 
small areas that stand out in the image, such as corner points. For example, they have the feature of 
sharply changing pixel values from light to dark. The ORB then calculates the corresponding feature 
vector for each keypoint. The feature vector created by the ORB algorithm contains only 1 and 0, 
which is called a binary feature vector. The order of 1 and 0 varies depending on the specific 
keypoint and the pixel area around it. This vector represents the intensity pattern around the keypoint, 
so multiple feature vectors can be used to identify larger areas and even specific objects in the image. 

ORB is characterized by super fast speed, and is not affected by noise and image transformation 
to a certain extent, such as rotation and scaling transformation. 

2. Algorithm 
2.1 FAST algorithm 

The first step of ORB feature detection is to find the key points in the image, and the key point 
detection algorithm uses the FAST algorithm. FAST is the abbreviation of Features from 
Accelerated Segments Test, which can quickly select key points. The algorithm steps are as follows. 
Given a pixel point p, FAST compares 16 pixels in the circle range of the target p. Each pixel is 
divided into three categories according to whether it is higher than p, less than p, or similar to p. As 
follow in Figure 1. 
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Figure 1. The relationship between the target and surrounding pixels in fast. 

Note that the comparison here is with a threshold h. For a given threshold h, the brighter pixels 
will be those whose brightness exceeds Ip+h, the darker pixels will be those whose brightness is 
lower than Ip-h, and similar pixels will be those whose brightness is between these two values. After 
classifying the pixels, if there are more than 8 connected pixels on the circle, darker or brighter than 
p, the pixel p is selected as the key point. 

The reason why FAST is so efficient is that it only compares p with 4 equidistant pixels in the 
circle. This method has proven to be the same as comparing 16 surrounding pixels. If the brightness 
of at least one pair of consecutive pixels is higher or lower than p, p is selected as the key point. This 
optimization cuts the search time for key points in the entire image by four times. As follow in 
Figure 2. 

 
Figure 2. (left)Location of key points in FAST. (right) Image of key points marked by FAST. 
It can be seen that the key points are located in areas where the brightness changes. Such areas 

usually determine some kind of edge, such as the edge of a human bottle. The edges define the 
boundaries of the bottle, as well as the boundaries of the bottle area, so these key points allow us to 
identify this bottle, not any other object or background in the image. 

2.2 BRIEF algorithm 
Already know how the ORB uses FAST to determine the key points in the image. Now 

understand how the OR uses the BRIEF algorithm and converts these key points into feature vectors. 
The second step of the ORB algorithm is to turn the key points found by the first algorithm into 

feature vectors, which can represent an object together. 
To create a feature vector, the ORB uses the BRIEF algorithm. Brief is short for Binary Robust 

Independent Elementary Features, and its role is to create a binary feature vector based on a set of 
key points. As you saw in the intro video, binary feature vectors, also called binary descriptors, are 
feature vectors containing only 1s and 0s. Each key point in the BRIEF is described by a binary 
feature vector, which is generally a 128-512-bit string, which contains only 1s and 0s. Note that "bit" 
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here is short for binary bit. 1 bit can only store one binary value, either 1 or 0. A bit string is a set of 
bits. Here is an example of a bit string: 

1-bit string: 0 
2-bit string: 01 
3-bit string: 010 
4-bit string: 0111 
The first is a 1-bit string, so only 1 bit is stored. The second is a 2-bit string, so 2 binary bits can 

be stored. In this example it stores 0 and 1. Similarly, the third is a 3-bit string, so 3 bits can be stored, 
and so on. Computers run binary or machine code, so a big advantage of using binary feature vectors 
is that they can be stored in memory very efficiently and can be calculated quickly. Speed is critical 
for real-time applications. These features not only make BRIEF very fast, but also enable BRIEF to 
run on devices with limited computing resources, such as smartphones. 

How does BRIEF create these binary descriptors for each point? The BRIEF algorithm first uses a 
Gaussian kernel to smooth a given image to prevent descriptors from being too sensitive to 
high-frequency noise. Then, for a given key point, such as this point on a bottle. As follow in Figure 
3. 

 
Figure 3. Bottle patch example diagram. 

BRIEF randomly selects a pair of pixels from the defined neighborhood around the keypoint. The 
neighborhood around the keypoint is called a patch, which is a square with a specific pixel width and 
height. 

As shown in Figure 4, the first pixel in the random pair shown here is a blue square, which is a 
pixel extracted from a Gaussian distribution centered at a key point, with a standard deviation or a 
dispersion trend of σ. 

 
Figure 4. Show different pixels in a patch. 

The pixel shown here as a yellow square is the second pixel in a random pair. It is a pixel 
extracted from a Gaussian distribution centered on the first pixel, and the standard deviation is σ / 2. 
Experience shows that this Gaussian selection improves the feature matching rate. 

BRIEF then starts building a binary descriptor for the keypoint by comparing the brightness of the 
two pixels as shown below. If the first pixel is brighter than the second, a value of 1 is assigned to 
the corresponding bit in the descriptor, otherwise a value of 0 is assigned. 

The second pixel is brighter than the first in this example, so assign a value of 0 to the first bit of 
the feature vector. The first bit of the feature vector corresponds to the first random point pair of this 
keypoint, then BRIEF will select a new random pixel pair for the same keypoint to compare their 
brightness and assign 1 or 0. As shown in Figure 5. 
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Figure 5. Pixels at different positions in the patch. 

In the newly selected random pixels above, review that the first pixel is now brighter than the 
second, so the second bit in the feature vector is assigned a value of 1. 

For 256-bit vectors, BRIEF repeats this process 256 times for the same keypoint, and then moves 
on to the next keypoint. Then the 256 pixel brightness comparison result is put into the binary feature 
vector of the key point. BRIEF creates a vector for each keypoint in the image like this. 

2.3 Scale invariance and rotation invariance 
ORB uses FAST to detect key points in the image, and through several additional steps to ensure 

that objects in the image can be detected regardless of the size or position of the object. 
Given an image ORB algorithm, the image pyramid is first started [4]. An image pyramid is a 

multi-scale representation of a single image, consisting of a series of different resolution versions of 
the original image. Each level of the pyramid consists of a downsampled version of the image from 
the previous level. Downsampling means that the resolution of the image is reduced. As shown in 
Figure 6, for example, the image is downsampled by 1/2 scale. So the original 4x4 square area is 
now a 2x2 square. The downsampling of the image contains fewer pixels and is reduced in size by a 
factor of 1/2. 

 
Figure 6. Graphical pyramid with 5 levels. 

This is an example of a graphic pyramid with 5 levels, with each level of the image downsampled 
by 1/2. At the fourth level, the resolution is 1/16 of the original image. After the ORB has created the 
image pyramid, it will use the FAST algorithm to quickly find key points from images of different 
sizes at each level. Because each level of the pyramid is composed of a smaller version of the 
original image, any object in the original image is also reduced in size at each level of the pyramid. 

By determining the keypoint of each level, the ORB can effectively find the keypoint of objects of 
different sizes, so that the ORB achieves partial scaling invariance. This is important because objects 
are unlikely to be exactly the same size in every image, especially objects like someone’s bottle may 
be close to the camera at some point and far away from the camera at another point. As shown in 
Figure 7. 
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Figure 7. Level 5 Pyramid of Specific Images. 

The ORB now has the key points associated with each level of this image pyramid. After finding 
key points in all levels of the pyramid, the ORB now assigns a direction to each key point, such as 
left or right, depending on how the intensity around that key point changes. The ORB first selects the 
image in the pyramid Level 0, for which the ORB will calculate the direction of the keypoint. The 
gray centroid method assumes that there is an offset between the gray level of the corner point and 
the centroid, and this vector can be used to represent a direction. For any feature point p, define the 
moment of the neighborhood pixels of p as: 

𝑚𝑚𝑝𝑝𝑝𝑝 = ∑ 𝑥𝑥𝑝𝑝𝑥𝑥,𝑦𝑦 𝑦𝑦𝑝𝑝𝐼𝐼(𝑥𝑥,𝑦𝑦)                             (1) 

where I(x, y) is the gray value at point (x, y). Then can get the centroid of the image as: 

c = �𝑚𝑚10
𝑚𝑚00

, 𝑚𝑚01
𝑚𝑚00

�                                  (2) 

Then the angle between the feature point and the center of mass is defined as the direction of the 
FAST feature point: 

θ=arctan(m01,m10)                                (3) 
The ORB now has the key points associated with each level of this image pyramid. After finding 

key points in all levels of the pyramid, the ORB now assigns a direction to each key point, such as 
left or right, depending on how the intensity around that key point changes. As shown in Figure 8. 

 
Figure 8. Calculation of key points in a level pyramid. 

The method is to first calculate the intensity centroid in the box centered on the key point. The 
intensity centroid can be seen as the position of the average pixel intensity in a given patch. After 
calculating the intensity centroid, the direction of the keypoint is obtained by drawing a vector from 
the keypoint to the intensity centroid, as shown in the figure above. The direction of this key point is 
down and to the right, because the brightness of this area increases in this direction. 

After assigning a direction to each keypoint in the pyramid level 0 image, ORB now repeats the 
same process for all other pyramid level images. It should be noted that the patch size is not reduced 
at each image pyramid level, so the image area covered by the same patch at each pyramid level will 
be larger, resulting in different key point sizes. Circles represent the size of each key point, and key 
points in higher pyramid levels are larger. 
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After finding the key points and assigning directions to them, ORB now uses the modified BRIEF 
version to create feature vectors. This modified BRIEF version is called rBRIEF, or Rotation-Aware 
BRIEF. Regardless of the orientation of the object, it can create the same vector for keypoint, 
making the ORB algorithm rotationally invariant, meaning that it can detect the same keypoint in an 
image rotated towards any angle. Like BRIEF, rBRIEF first randomly selects 256 pixel pairs in a 
defined patch around a given keypoint to construct a 256-bit vector. Then rotate these random pixel 
pairs according to the direction angle of the key point, so that the direction of the random point is 
consistent with the key point. Finally, rBRIEF compares the brightness of random pixel pairs and 
assigns 1 and 0 accordingly to create corresponding feature vectors. All feature vector sets created 
for all key points in the image are called ORB descriptors. 

There are ORB algorithm steps. First construct the scale pyramid, there are n layers in the 
pyramid. Unlike SIFT, each layer has only one image. The scale of the s layer is scales=Fators, the 
initial scale of the Fator (the default is 1.2), and the original image is at the 0 layer. Layer s image 
size: 

𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 = (𝐻𝐻 × 1
𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠

) × (𝑊𝑊 × 1
𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠

)5T                         (4) 

Secondly, use Fast to detect feature points on different scales; calculate the number of feature 
points n to be extracted according to the formula on each layer, sort by the Fast corner response 
value on this layer, extract the first 2n feature points, and then according to the Harris angle Point 
response value ranking, take the first n feature points as the feature points of this layer. Then 
calculate the principal direction of each feature point (centroid method). Finally, rotate the patch of 
each feature point to the main direction, use the optimal 256 pairs of feature points selected in step 3 
above to do a τ test to form a 256-dimensional descriptor, occupying 32 bytes. Use Hamming 
distance as feature points match. 

𝜏𝜏(𝑝𝑝; 𝑥𝑥,𝑦𝑦) ≔ �1, 𝑝𝑝(𝑥𝑥) < 𝑝𝑝(𝑦𝑦)
0, 𝑝𝑝(𝑥𝑥) ≥ 𝑝𝑝(𝑦𝑦)                        (5) 

𝑓𝑓𝑛𝑛(𝑝𝑝) ≔ ∑ 2𝑖𝑖−1𝜏𝜏(𝑝𝑝; 𝑥𝑥𝑖𝑖 ,𝑦𝑦𝑖𝑖)1≤𝑖𝑖≤𝑛𝑛 (n = 256)                   (6) 

3. Experiment 
Suppose to detect this bottle in other images. For example, in this group photo, the first image as 

the query image, and the second image, the image to be bottle searched. For searching images. As 
shown in Figure 9. 

 
Figure 9. Query image and search image. 

Given this query image, and find similar features in this search image. The first step is to calculate 
the ORB descriptor as figure 10 of the training image and store it in memory. 
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Figure 10. Mark key points for query and search images. 

The ORB descriptor will contain a binary feature vector describing the key points in this training 
image. The second step is to calculate and save the ORB descriptor of the query image. After 
obtaining the descriptors of the training and query images, the last step is to use the corresponding 
descriptors to match the key points of the two images. This is usually done using a matching 
function. 

The purpose of the matching function is to match the key points of two different images by 
comparing the descriptors of the two images to see if they are close enough to match. When the 
matching function compares two key points, it will obtain the matching quality according to some 
index, which indicates the similarity of the key point feature vectors. Think of this indicator as the 
similarity to the Euclidean distance between two key points. Some indicators directly detect whether 
the feature vector contains similarly ordered ones and zeros. It should be noted that different 
matching functions use different indicators to judge the quality of the match. For binary descriptors 
used by ORB, etc., Hamming distance is usually used because it performs very fast. 

Hamming distance judges the quality of matching between two key points by calculating the 
number of different bits between binary descriptors. When comparing the keypoint of a query image 
and a search image, the keypoint pair with the least difference is considered the best match. After the 
matching function compares all the keypoint in the query image and the search image, it returns the 
most matching keypoint pair. There is result of experiment as figure 11. 

 
Figure 11. Result of match. 

The best matching point between our training image and query image is shown here, it can be 
clearly seen that the most matching point between the training image and the query image mainly 
corresponds to the bottle of the training image. There are one or two features that do not match too 
well, probably because the intensity patterns of the image regions are relatively similar. Because 
most points correspond to the bottle in the training image, it can be seen that the matching function 
can correctly identify the bottle in the query image. 
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4. Conclusion 
The SIFT feature and the SURF feature are very common features. The SIFT feature is known for 

its accuracy, but the amount of calculation is huge, and it cannot be calculated in real time on the 
CPU. The SURF feature reduces the accuracy of SIFT, but improves performance. The ORB feature 
is currently the fastest computing feature and is very suitable for real-time. 
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